User Level Communication on Alpha Linux Systems

Jie ChenandWilliam Watsonlll
High Performanc&€omputingGroup
ThomasJefersonNationalAcceleratofacility
NewportNews, Virginia23606,U.S.A

Abstract

Recentadvancesn commoditynetworkinterfacetec-
nology enablescientistsand enginees to build clustes of
workstationor PCsto executeparallel applications.How-
ever, raw-hadware network performanceis rarely deliv-
ered to applicationsbecauseof the overheadsof commu-
nication softwae and operating systems.To reducethese
overheads,a technique called user-level communication
can be usedto allow applicationsto accessthe network
interface directly without interventionfrom the operating
system.n this paperwe examinetwo userlevel communi-
cation systems,GMind BIP, on alpha basedsystemson-
nectedby a Myrinet network.In additionquantitativestud-
ieson how DMA initiation costs,flow control andreliable
communicatiorwill effectthe performanceof communica-
tion softwak are presented.

1 Intr oduction

In recentyearswe have seenarrival of scalablejow la-
teng interconnectiometworks suchMyrinet[1], the Mem-
ory Channel[2 andGiganet[3 for workstationor PC clus-
ters. These*hot interconnects’allow constructionof cost
effective parallelcomputingclusterdrom commodityparts.
Theclusterapproactio high performanceomputingtracks
the technologycurve closely enablesexecutionsof some
scientific and engineeringcomputing which usedto run
exclusively on dedicatedMPPsand SMPs. However, to
achieve comparableesultsto thatof MPPsand SMPs,the
cluster communicationsystemsmust deliver application-
to-applicationperformanceat leastcomparableo that of
MPPs.

The performanceof thesehigh performanceor “hot in-
terconnectsis determinedy their network interfacegNI)
and correspondingsoftware componentsrather than the
switchesandlinks. In particularthesenew interconnects
have revealedmary problemswith the traditional imple-
mentationapproachtoward network communicationsoft-

ware: multiple datatransferghroughthe operatingsystem
(OS)to applications.For example,the following figureil-
lustratesa typical TCP performanceébetweertwo Compagq
XP1000(Alpha21264CPU)connectedy GigabitEthernet
cards(GA620 from Netgear). The figure clearly demon-
strateghatthe traditionalimplementatiorof TCP canonly
achieve roughly 60 percentof hardware raw performance
dueto multipledatacopying, multipleinvocationsof system
callsandbuffer managemengventhoughthe performance
testis conductedwith several new featuressuchasjumbo
frameandhardwarelP checksunenabled.ln addition,0S
involvementin datatransferintroducesunacceptabléigh
lateng for smallmessages.
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Figure 1. TCP over Gigabit Ethernet.

The userlevel[4] communicationtechniqueaddresses
problemscausedy traditionalimplementationsf commu-
nicationsoftware. The main causeof degradingnetwork
performancehroughtraditionalapproactaresystemcalls,
databuffer managemerdnddatacopying. To avoid someor
all theseoverheadsseveral leanuserlevel communication
systemshave beenimplementedby universitiesand ven-
dors. Thesesystemsallow applicationso accessetwork



interfacedirectly andremove operatingsystemsrom criti-
cal pathsof send/receie operations.Thesesystemsanbe
usedto implementtraditional, compatibility libraries such
asBSD socletsandMPI, andto write applicationgdirectly.
Figure2 is a “copy diagram”thatillustratesthe difference
betweertraditionalanduserlevel communicatiorsoftware
in termsof stepsinvolved in sending/receing messages
from userprocesgo thenetwork.
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Figure 2. Copy diagram of comm unication
software .

In this paperwe investigatetwo commonlyusedcom-
municationsystems,GM 1.1.3and BIP-0.990n a cluster
of Alpha 21264 basedPCsrunning Linux operatingsys-
tem(2.2.5kernel)andinterconnectefly aMyrinet network.
The LogP[9 methodis usedin theinvestigatiornto provide
insightinto how performances affectedby the program-
ming modelandimplementatiorchoicesof eachsystem.n
additionan enhancemerntb reducelateng for small mes-
sagegogetherwith an optionto allow unreliabledelivery
of smallmessagess addedto GM. The performancedata
of modifiedGM (calledGM+) will alsobepresented.

2 TestConfiguration

All performancealataarecollectedon a pair of Compagq
XP1000workstationsconnectedlirectly by a Myrinet net-
work. Eachcomputetasan Alpha 21264CPUrunningat
500MHz,256 MB memory64KB L1 cache4AMB L2 cache
andtwo PClbuseghatarecapableof doing64bitor 32bitat
33MHz. Eachcomputeiis runningAlphalinux with kernel
version2.2.5.

Myrinet is a Gigabit-persecond (Gb/s) LAN based
on the technology used for packet communicationin
MPPs. The Myrinet technology consistsof host inter-
faces,switches,and 1.28 Gb/s full-duplex point-to-point
links. The Myrinet links provide in-order network deliv-
ery with low bit error rates(belov 10~'® on cablesup

to 25mlong).Thepayloadof a Myrinet paclet is of arbi-
trary length. Upon sending,an 8-bit cyclic-redundang-
check (CRC) characteris computedon the entire paclet
and appendedo the paclet. On paclet arrival, the CRC
bit is computedandis comparedwith receved CRC. The
Myrinet switchesemplgy exactly the sameblocking-cut-
through(wormhole)routing[g usedin MPP systems.The
worst-caselateny througha switch is 550ns. Figure 3
shaws the organizationof a Myrinet hostinterfaceandthe
internal detailsof the customRISC LANai chip (version
7.2)onwhichinterfaceis based Theinterfaceconsistof a
PClbridgethatcanadaptto a either32 or 64 bit PCl bus,a
DMA controlleranda LANai 7 chip.
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Figure 3. Myrinet PCI card.

A LANai chip containsa core RISC processoclocked
at 66MHz, the Myrinet paclet interface,a pipelinedhost
interface(EBUS interface) andaninterface(LBUS)to syn-
chronousstaticSRAMS of 2MB. TherearethreeDMA en-
gineson a Myrinet interface card: two for datatransfers
betweerthenetwork link andthe SRAM, andonefor mov-
ing databetweenthe SRAM and hostmain memoryover
the PCl bus. The LBUS operatesat twice the chip-clock
speedtwo LBUS memorycyclesfor every clock cycle) at
132MHz,enablinguptotwo DMA enginego operatetfull
speedatthesameime. Thehostcanacces®oththe SRAM
andthe network itself, by usingProgrammed/O (PIO)in-
structions.Onthe contrary theLANai canonly acces$ost
memorythroughhost-to-LANaiDMA engine.

3 Overview of userlevel communication sys-
tems

Two userlevel communicatiorsystemsareevaluatedon
the test configurationpresentecabove. The two systems
areGM 1.1.3from Myricom andBIP 0.99from University
of Leon. Thesetwo systemslik e otheruserlevel commu-
nicationsystems[}, sharemary commonfeaturessuchas
directuseraccesso thenetwork interfaceandminimaldata
copying. However, therearedifferencedbetweerthesesys-
temsaswell. The GM is ageneraimessageommunication
systenthatenableprotectednemoryaccesso networkin-



terface,supportshoth send/replyanda direct depositstyle
communicatiormodel,providesreliableandordereddeliv-
ery of messageandhasinternalflow control mechanism.
In contrastBIP is a minimal library thataimsat providing
raw hardwareperformanceo applicationslt only supports
a send/replycommunicatiormodel, assumeseliable net-
work and providesno flow controlanderror recovery. In
additionGM+ usesPIO insteadof DMA to passsmallmes-
sagedrom userspaceto a Myrinet card,andoffersan op-
tion to do unreliabledelivery of smallmessages.
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Figure 4. Performance of DMA and PIO.

4 PerformanceEvaluation

4.1 DMA versusPIO

Thereare two basic mechanismgo transferbytesbe-
tweenhostmemoryanda network interfacecard(NIC): Di-
rect Memory Access(DMA) and Programmed/O (P1O).
With DMA, the NIC directly readsand writes the hosts
memorywithout ary hostCPU involvement;the hostsim-
ply givestheNIC amemoryaddressndtheNIC readsrom
(writesto) it. With P10,thehostCPUis directlyresponsible
for moving databetweeNIC andthehostmemory:to send
apaclet,the CPUsitsin atight loop thatfirst readsa word
from hostmemoryandthenwritesit to the NIC; to receve
apaclet,thehostCPUreadswordsfrom the NIC andthen
writesthemto memory Figure4 shows the bandwidthof
DMA andPIOfor bytestransferbetweerhostmemoryand
theMyrinet NIC. DMA transfersareinitiatedby the LANai
processaorlt is clearthatDMA bandwidthfrom LANai to
hosthashigherbandwidththanDMA bandwidthfrom host
to LANai for large messagewhile readP1O bandwidthis

significantlower thanwrite P1O bandwidth.Thesediscrep-
anciesarebecauseeadoperationon PClbusaremoreex-

pensve thanwrite operations. For small messagegup to

256 bytes),usingPIO to transferdatafrom hostto LANai

hashigherbandwidthbecausef the relatively high DMA

initiation costfor smallmessages.

The userlevel communicatiorsystemsallow datatrans-
fer from arbitraryuseraddresgo NIC andvice versa.GM
systemsendsuser data through DMA but receves data
throughPIO for small message¢<= 256 bytes)instead.
BIP systentransfersmallmessageé< = 256 bytes)using
P10 while it transferdarge messageasingDMA. Our en-
hancemento GM (GM+) sendssmall messageé<= 256
bytes)usingP10 to avoid DMA initiation cost.All systems
usetwo DMA enginedo transferdatabetweerthe SRAM
andlinks.

4.2 Bandwidth

Therearethreetypesof bandwidththatareimportantto
applicationsThey areUnidir ectional bandwidth whichis
the oneway datatransfer Bidir ectional ping-pong band-
width which capturedataflows in both directionalterna-
tively, andBidir ectional simultaneousbandwidth which
modelsdataflow in bothdirectionssimultaneously
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Figure 5. Unidirectional bandwidth.

The unidirectionalbandwidthindicateshow well data
aretransferedn onedirectiononly. The senderdoesnot
wait for reply from recever for eachmessage. The up-
per boundof this type of bandwidthis governedby host
to LANai DMA bandwidth. Figure5 shavs unidirectional
bandwidthof GM, GM+ andBIP in additionto a plot of
hostto LANai DMA bandwidth.In thesmallermessagee-
gion wheremessagéengthis smallerthan256 bytes,GM



haslower bandwidththanthatof GM+ andBIP sinceGM+
andBIP usePIO to transfersmall messagensteadof us-
ing DMA. This pointis demonstratedgainin BIP with a
kneeat 256byteswhereBIP is switchingfrom PIOto DMA
transfer Beyondthe smallmessageegion especiallyin the
“usableregion” (4k - 10k), GM andGM+ have muchhigher
bandwidththan BIP sinceGM and GM+ utilize pipelined
hostto LANai DMA very well. Finally the reasonfor the
"sawtooth” patternonthegraphin GM andGM+ is thatGM
fragmentdong messagemto pacletsof atmost4KB atthe
senderandreassemblethe pacletsinto messageatthere-
ceiver. Thisfragmentatiorandreassemblys performedin
orderto limit the paclet sizein the network, sothata long
message®ill notblockachannefor anextendedperiod,but
will allow otherpacletsto beinterleasedon thechannel.
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Figure 6. Bidirectional bandwidth.

The bidirectionalpingpongbandwidthis resultedfrom
situationin which dataflowsin bothdirectionalternatvely.
A datasendemaitsaftersendinga messagentil it receves
one. Figure 6 presentghis type of bandwidth. It is clear
that BIP hashigher bandwidththan GM and GM+ have.
This comesasno surprisesinceGM and GM+ supportre-
liable datadelivery by sendingan acknavledgmentupon
receving amessage.

In bidirectionalsimultaneousandwidth,dataflows in
both direction simultaneously The datasenderscontinu-
ously sendandreceve data. This type of datatransfercan
take advantageof all six DMA enginesof two network in-
terfaces.Figure7 summarizeshe performancef this type
of bandwidth.

The communicationsystemsall use DMA to transfer
large messagefrom userspaceto LANai spaceto avoid
datacopying. BIP andGM+ usePIO to transfersmallmes-
sagedo achiese betterbandwidthin this region. GM uti-

lizes pipelinedDMA featuresvery well andshaws highest
unidirectionalbandwidth. However, the overheadof gen-
eral APIs and reliable delivery of messageseducesGM
bandwidthin the othertwo typesof bandwidth.
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Figure 7. Bidirectional simultaneous band-

width.

4.3 Userto UserLatency

This performancebenchmarkmeasureghe time for a
pacletof arbitrarysizeto besentfrom auserapplicationon
anodeacrosghenetwork to anothempplicationon adiffer-
entnode. The purposeof this measuremeris to simulate
communicatiorthatwould occurbetweertwo applications
runningondifferentnodedn aclusterin whichtherecever
alwayssendsareply to the sender This performancanmet-
ric is commonlycalledthehalf RoundTrip Time (RTT/2) or
oneway lateny. Themeasuremenerepresentedh Figure
8. It is clearthatBIP, which offersthe minimal functionali-
ties,achiesesthebestlateny for smallmessagesf around
6 us. Furthermoreby comparisoriateng resultsbetween
GM andGM+, it revealsthatabout2 usreductiorof latengy
canbe achiezed by going from DMA to PIO andremoval
of reliabledelivery mechanismor smallmessages.

4.4 LogP Metrics

In orderto betterunderstantheperformanceesultspre-
sentedabove, we look at a simple crosssectionof the la-
teng for sendinga single paclet. The time measuredre
derived from the LogP conceptuaimodelwhich measures
thefollowing parametersef a communicatiorsystemsthe
time a messagespendsbetweenthe sourceand destina-
tion network interface (L), the time the host processoiis



involvedin sendingor receving a messagé€Os, O,.), and
theinterval (g) betweensuccessie sends.Figure9 shavs
thegenerapseudo-codef LogP micro-benchmarksCode
fragment(a) measureRTT/2 for all systemscodefragment
(b) is usedto measureg), andg in all systemsandO,. in

GM, andcodefragment(c) measure®),. in BIP andGM+

(smallmessages). is calculatedrom % = 0;+0,+L.

The spin(D)in the codesggmentspinsfor D us. Thesend
andrecv calls are non-blockingif possibleto achieve best
performance.

Table 1 summarizeghe LogP parameterdor the com-
municationsystemswith messagéength of 8 bytes. The
gapg which is the minimum interval on the sendingpro-
cessobetweersuccessie sendsat steadystateis measured
using part (b) of Figure 9 with zeroD. The large gap of
GM systemis due to the fact that GM haslimited send
buffer and eachsendrequiresan acknaviedgmentfrom a
recever. The sendoverheadO; is the host overheadof
sendinga message. For GM, O, is measuredusing the
part (b) of the Figure 9 whenD is zeroand N is below
network buffering capacity For the others,we uselarge
D andthe equationg(D) = O, + D. Therelatve large
resultof O, for BIP is causedy synchronousendswhich
addPIO costto valueO,. Thereceve overhead), mod-
elsa hostoverheadof receving a messageln GM, O,. is
measuredvith codesegment(b) in Figure9 usingequation
9(D) = O+ 0, +maz(Idle, D) sinceeverysendrequires
anacknavledgmentwhereldle is obtainedby Idle = D’
forall 0 <= D <= D', g(D) = ¢(0). In BIP andGM+
O, is computedusingpart(c) in Figure9 with equationof
9(D) = O, + D for large D. In BIP a messagés trans-
feredto usermemoryusingDMA withouthostintervention
thereforeBIP hassmallesiO,. value.Finally L is computed
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Barrier(); Barrier();

time(); ;

for N times for N times
sendS); recv();
recv(); send();

time(); ;

Barrier(); Barrier();

(a) RTT/2

Barrier(); Barrier();

time(); ;

for N times for N times
send(); recv();
spin(D); )

time(); i

Barrier(); Barrier();

(b) Os, Orand g

Barrier(); Barrier();

time(); ; .

for N times for N times
recv(); send();
spin(D); ;

time(); ,

Barrier(); Barrier();

(c) Or

Node 0 Node 1

Figure 9. Pseudo-code for LogP parameter s.

from theequation@ = 0; + O, + L, andit countshow
muchtime amessagés spenfrom oneNIC to anotheNIC.
SinceBIP offersnoreliablemessagéelivery with minimal
bookkeepingin its MCP code,it hassmallestL value. The
L valueof GM+ is about2.5us lessthanthat of GM since
GM+ usesP1O to sendmessagandoffersno acknavledg-
mentonreceving amessage.

BT | Gap | O, | O, L
GM | 14.76| 18.23| 0.86 | 1.93| 11.91
GM+ | 12.78| 8,55 | 2.02| 1.29| 9.47
BIP 6.65 | 5.65 |5.04| 048] 1.13

Table 1. LogP measurement results.

5 Relatedissues

Theprevioussectionsummarizeperformanceesultsof
thecommunicatiorsystemsTheseperformancdiguresre-
veal someof mostimportantissuessuchasreliable com-
municationand datacopying in achievzing high bandwidth
andlow latengy communicatiorsystemsHowever,thereare
someissuesvhich needto bediscussed.

e InterruptHandling: The costof delivering interrupts
is part of the problemin traditionalimplementations
of TCP protocolstack[§. In orderto avoid usingex-
pensveinterruptsto delivermessagethroughthe OS,



theuserlevel communicatiorsystemsaiseDMA to de-
posit the messagalirectly into usermemory andre-
ceiversthenpoll thenetwork events.

e ConnectionestablishmentGM andBIP offer no ex-
plicit connectionestablishment.Applicationssimply
build a messageand sendit to a correctdestination.
However the communicationsystemsmaintain con-
nectioninformationbetweeneachpair of hostsin the
network.

In additionto theabove,issuesuchasnetwork manage-
ment,threador fork safety connectioninheritance[$ and
congestiorcontrolareeitherignoredor givenlittle consid-
erationsin the userlevel communicationsystems. Some
of the issuesmay be left to higherlevel software but they
have beenstudiedvery little in userlevel communication
systems.

6 Conclusion

In this papertwo userlevel communicatiorsystemsare
studiedextensiely on the sameplatform. The threetypes
of bandwidth, userto-userlateny and LogP resultsare
presented. The performancebenchmarkrevealsnot only
commonpracticeamonghesesystemdut alsodifferences
in decisionsn both the communicatioomodelandimple-
mentations.The studiesshav inverserelationshipbetween
functionality and small messagédateng, and quantify the
cost of reliable messagealelivery. In additionthe studies
shawv thatshortmessagéateny liesin arangeof 5 — 15us,
andmaximumbandwidthliesin arangeof 50 — 140 MB/s.
In thefuture, a multi-priority packet basedcommunication
systemwhich aimsat very low lateng for smallmessages
of unreliabledelivery, derived from GM will be developed
to addresgproblemsin applicationsthat requiresvery low
lateng in globaloperations.
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